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Introduction

This report is based on the findings of the Masters’ thesis of James Whitlock, a student at the Acoustics Research Centre, in the Architecture Department of the University of Auckland. The research began in December, 2002 and was completed December 2003.  The resulting thesis was submitted in partial fulfilment of the requirements for the degree of Master of Architectural Studies.  The title of the thesis is “Acoustical Mechanisms influencing Speech Intelligibility for Primary School Children.”

In July 2003, the NZ Ministry of Education agreed to sponsor the research.  The resulting contract included a number of milestones which were to be met throughout the period of the research.  This report is in fulfilment of the final Milestone 6 and takes the form of a précis of the completed thesis. In addition, an account of other predominant work on classroom acoustics is included in order to allow a ‘wider scope’ of the need for specialised criteria in primary school classroom design. 

Background

This research is an investigation into two psychoacoustical phenomena which are hypothesised to play a large part in speech intelligibility and the understanding and production of speech in noise: Integration time within the hearing system, and the so-called Lombard effect.  The work has been carried out with a particular focus on children, and with a view to understanding how to optimise the primary school classroom environment for intelligibility of speech.

There has been concern in New Zealand that the value of classroom acoustics has not been adequately recognized or addressed and almost non-existent acoustic design requirements have permitted acoustically sub-standard classrooms to be built.  The concern arises from the fact that children need to hear and understand their teacher adequately and have an environment where they can work without excessive noise.  They are clearly at a disadvantage in terms of achieving their learning potential if the acoustic environment is not optimized for speech intelligibility.

This is a topic of international concern and, as such, research has also been conducted abroad, most notably in the United States, Canada and the United Kingdom.  An American National Standard has been published in January, 2003 in the United States (ANSI, 2002) entitled “Acoustical Performance Criteria, Design Requirements, and Guidelines for Schools.”  There is some controversy surrounding this standard and the criteria contained within, as they are felt not to be stringent enough to adequately address the speech intelligibility needs for children.

We feel the issue of the differences between adult and child speech intelligibility criteria was first highlighted by Neuman et al. (1983), and recent research by the NZ Classroom Research Group, or NZCRG (Wilson et al., 2002) has supported this.  Concern for the welfare of hearing impaired children educated in the mainstream school system prompted this research, and as a result, we became aware of the lack of evidence to show that current designs for classrooms achieve optimum acoustics for normally hearing children.  The group undertook surveys and made measurements in primary schools to establish what conditions existed in NZ classrooms and produced a number of findings and recommendations, and has resulted in NZ being recognized internationally as one of the leaders in this field. 

The work of this group established that rooms with very low reverberation times are required for young children compared with accepted norms for adults.  The surprise finding was that the difference between a 0.6s and a 0.4s reverberation time made the difference between a “poor” classroom and a “good” classroom – a difference which for an adult would be insignificant.  A greater concern is that the ANSI standard mentioned above suggests that reverberation times of 0.6s are appropriate for classrooms.  This may have simply been an effort to make the criteria more ‘practical’ as American schools have added acoustical complications as heavyweight construction and HVAC systems are common (and there was much opposition from HVAC manufacturers, claiming the criteria was too stringent), but the fact remains, according to our work and the work of others (ASA 2000, Kailes et al. (1999) cited in Wilson et al. (2002), a reverberation time of 0.6 is too high for primary school classrooms.

We suspect that classrooms have usually been designed to adult speech criteria so as to provide an environment in which adults experience adequate speech intelligibility.  An assumption that children can be regarded as “scaled-down adults” is not appropriate as primary school children do not have the developed language skills, or the lexicon of adults and their hearing systems are not fully mature. (Although definitive research is not readily available it is widely held that human hearing does not reach maturity until early to mid teens).  If children try to understand speech in an environment in which there is excessive reverberation or a poor signal-to-noise ratio, they are less able to interpolate the ‘masked’ speech information and understand what is being said whereas adults, through experience, have learnt to “fill in the blanks” and anticipate an intended meaning because of the context and rules of syntax and grammar.  Furthermore the physical auditory system does not reach maturity until the early teenage years so the way in which children process as well as interpret auditory information is likely to be different from adults.  

The aim of this research is to develop criteria for primary school classrooms to maximise speech intelligibility, and which provide the lowest possible occupant-generated noise based on an understanding of the differences between children and adults.  Experimental work on the hearing process and psychoacoustical behaviour of children provides the basis for this understanding.

The acoustic environment of primary school classrooms

Compared with high school or university style classrooms/lecture rooms, a primary school classroom is a multi-use space, due to the range of ways in which the room is used, or the diverse teaching styles used.  The teaching styles used in classrooms have changed considerably over time, and it is a common misconception is that the didactic or “chalk and talk” teaching style is prevalent, whereas in fact, the most common teaching style is group work.

Wilson et al. (2002) identified four categories of teaching style commonly in use, the proportions of which are shown in Figure 1 below:

· Mat work: where the teacher is at the front of the classroom and the students are seated (usually on a mat) on the floor in front of them.

· Didactic: traditional 'lecture' style teaching where the teacher is at the blackboard, or at the front of the room addressing the students who are seated at their desks.

· One-to-one: the class may be working on individual projects at their desks while the teacher moves around the room addressing students individually.

· Group work: the class is divided up into students working in smaller groups (often of 2-4), interacting with one another to accomplish a common task.
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Figure 1: Proportion of teaching styles used in primary school classroom, as reported by Wilson et al., 2002.

It is clear that group work is the predominant teaching style in the primary schools surveyed.  This is somewhat unfortunate acoustically as this is the teaching style in which the acoustical environment is most complicated.  In this teaching style, the teacher does not have a great deal of involvement with the class as a whole, and allows the students to communicate with one another to gather information through so called “incidental learning” (Flexer, (1999), cited in Wilson et al., (2002)).  As a result, the activity noise level in the class rises dramatically due to the café effect (see ‘Lombard Effect and Café Effect’ section below).  Whitlock (2003) measured Leq values increasing up to 74 dB(A) in a classroom considered by it’s teacher to have good acoustics.  

As well as activity noise being a confounding factor for intelligibility, the teacher must be able to address the students from any position in the room.  Wilson et al. found that teachers spend around 71% of their time “walking around the classroom”.  Thus the needs differ from conventional didactic-based classroom design where the main communication path of interest is from a source at the front of the room.

Acoustic treatment of the surfaces within the room is limited in a primary school classroom compared with secondary classrooms as teachers invariably display the work of the children by pinning it up on the walls.  If any acoustic treatment were to be placed on the walls, its effectiveness would be compromised by covering it.  There is also a tendency towards natural lighting and ventilation in New Zealand classrooms and as such, a significant portion of the wall area is glazed which introduces problems with intrusive noise.  Sound absorbing treatment is therefore limited to the ceilings and hence should be the focus of remedial treatment, as they were in Wilson et al., 2002.

The floors of the classrooms were also an area of interest for the NZCRG as their work focussed mainly on prefabricated classrooms which are constructed of lightweight materials.  Often the floors are made of particle board sheets on timber joists which can create problems when excited by foot falls or movement of chairs etc.  This noise is predominantly low frequency “booms” or “thuds” (termed “floor noise” by Wilson et al., 2002) and can be a major component of noise inside the room.  If the school building is multi-storyed then this is critical for classes situated below.

New Zealand practice appears different from that in most other developed countries in that NZ allows, or even promotes the use of carpet in classrooms.  One member of the NZCRG presented a paper of the group’s findings at the International Congress on Acoustics, Rome 2000 and the audience expressed considerable surprise and concern that carpet is a common design feature in NZ classrooms.  Their concern was that carpet can aggravate respiratory problems and allergies in children, as it harbours dust mites and other potentially harmful allergens.  This concern seems substantiated in that New Zealand has the second highest rate of childhood asthma in the world, with around 30% of 14 year olds being diagnosed (Holt & Beasley, 2001).  This statistic might be unrelated as opinions on the danger of carpet vary considerably, and although this is an issue outside the scope of this research, we feel it is an essential topic which should receive attention.

Interestingly, the top rated ceiling tile is 3 to 6 times more efficient at absorbing sound than carpet, particularly at low frequencies (Personal communication with Lubman, 1999 (cited in Wilson et al., 2002).  Carpet is, however, effective as an impact isolator reducing the level of foot fall and floor-scrape noise.  So while the ceiling is the most appropriate surface for remedial treatment there is the possibility of using the floor as an absorptive surface, if a suitable (healthy) covering can found.  

Acoustical factors which affect Speech Intelligibility

Reverberation Time

Reverberation is the persistence of sound in an enclosed space due to reflections off the boundaries and objects within the space.  If there is a high degree of reverberation, a listener will be subject to a prolonged number of reflections.  Direct sound will arrive at the listener first, followed by many reflections of the sound.  For spaces designed for music, a substantial amount of reverb is desirable as it can add body and depth to the music (e.g. a pipe organ in a church).  For a space designed for speech, late reflections can destroy speech intelligibility as these reflections of earlier syllables of the speech mask subsequent syllables, and thus the intelligibility of the speech is degraded.  By contrast, reflections which arrive at a listener soon after the direct sound strengthen the direct signal and enhance intelligibility.  This is described in further detail in the ‘Integration Time of Speech’ section below.
As mentioned earlier, an optimum reverberation time is the subject of some debate.  Obviously a high RT is undesirable, but can the classroom “be made too dead”?  Experience of the acoustic conditions of an anechoic chamber is sufficient to convince that a space devoid of acoustics can cause discomfort or even become oppressive.  Also, speech will be weak and the attention required to concentrate on speech or other sounds for extended periods can fatigue a listener.

We suggest an unoccupied reverberation time of no greater than 0.4 seconds.

Signal-to-Noise Ratio

Signal-to-noise ratio (S/N ratio) is of pre-eminent importance for communication in any space since in the absence of an adequate S/N ratio all other design efforts become irrelevant.  Signal-to-noise ratio is a ratio of the Leq of a desired sound to the background noise, expressed in dB.

In a classroom the ‘signal’ is generally the teacher’s voice (in a group work situation it is the other students communicating in the group) and the ‘noise’ is the sound from all other sources (see background noise below).  S/N ratio will vary depending on a student’s position in the room and the activity taking place but there is a minimum value which should be maintained in order to ensure optimum speech intelligibility.  This, ideally, is equal to the dynamic range occupied by the speech material, however as we become familiar with the syntax and lexicon of a language we can tolerate a reduction of this ideal.

For children we suggest a signal-to-noise ratio in the order of +20 to +25 dB.
In order for the signal-to-noise ratio to be improved in a classroom, either the signal must be increased or the noise decreased in level.  An increased signal suggests a louder speaking voice of the teacher, but as the voice strain amongst teachers is a common work related illness, they cannot be required to ensure an adequate S/N ratio in conditions of high background noise.

A developing trend for achieving higher S/N ratios is the introduction of so-called “sound-field amplification systems” into classrooms, where the teacher wears a wireless microphone and his or her voice is amplified and delivered to the class via an array of loudspeakers fixed to the walls.  Although this should increase signal-to-noise ratio appropriately, we believe it fails to address the central issue of poor room acoustics, and certainly does not improve the listening environment for the students.  Further, we hypothesis that if students were to experience a system like this from early on in their schooling, they may have the development of essential listening skills (such as localization & discrimination) hindered, as the amplification system removes the need for really ‘attending’ to the speaker.  Students who change schools or classes from one fitted with a sound-field amplification system to one which was not may also experience serious disruption at critical periods of their education. The sound produced by a system such as this may also create intrusive noise problems for near-by classrooms.  Furthermore, teachers may come to depend on such a system for communication and use it overmuch, out of convenience.  We believe that the apparatus worn by the teacher includes a ‘mute’ button so they can switch off the amplification if so desired, however we feel that an ‘un-mute’ button would be safer, so that the default setting of the system is ‘off’ and only used when necessary to address the class as a whole.  

We take the view that the natural acoustics of the room should be improved as much as possible so that the environment lends itself to good speech communication without the need for aids i.e. the noise should be decreased, rather than the signal increased.  This means the resolving of background noise issues is paramount.

Background Noise

This is another commonly addressed concern in classroom design, and generally comprises two issues:

1. Ambient or intrusive noise – this is noise from any source which increases the background noise level in an unoccupied room.  Sources such as traffic, aircraft, playground noise, lawn mowing, construction, computers, light fittings, plumbing and air conditioning systems are common (although air conditioning is not so prevalent in New Zealand).  Often, the majority of these issues can be addressed through thoughtful planning and management of school activities.  For instance, it should be insured that classrooms are built as far from main roads or motorways as practicable, and in a separate part of the school from meeting areas or sports grounds where classes or other students may congregate during class time.  It should also be ensured that caretaking activities such as lawn mowing be synchronised with non-teaching time so that they take place only outside unoccupied rooms, or even outside school hours.

If intrusive noise issues remain, the classroom itself can be improved, through upgrading the construction of the building envelope including walls, floors, roof and glazing.

The unoccupied background noise level should not exceed 35 dB(A)

2. Class activity noise – this is the noise created by the occupants of the room whilst working.  It is a background noise issue which has not been adequately addressed in classroom acoustics studies to date, and is a main focus of this research.  As mentioned previously, group work is the most common teaching style used in NZ primary classrooms (at present) as it promotes incidental learning through students interacting with one another.  Although this is a separate issue from ambient noise, the two may well be linked, in that, if there is a high level of ambient noise the activity noise will rise to compensate.  This may be explained by the Lombard and Café Effects.

The Lombard Effect and Café Effect

1. The Lombard Effect - The psychoacoustical effect referred to as the Lombard Effect is so-called because of the pioneering work of Etienne Lombard (Lombard, 1911).  It describes the tendency for a speaker to raise their voice in the presence of background noise.  Lombard suggests it occurs so that the speaker can (a) hear themselves and (b) feel that they are communicating adequately with a listener or listeners.  It is an effect which some few people can overcome to some degree by conscious control of their voice level, but the vast majority of people are unable to succeed at this (Pick et al., (1989)).

2. The Café Effect - In a social environment where there are a number people engaging in separate conversations, i.e. in a café, cocktail party, or indeed a classroom during a group work activity period, the speech noise from numerous conversations generates a background noise level.  If that resulting level is sufficiently high to cause Lombard effect in the speakers of each group, the noise level of each group will rise, causing the other groups to raise their level also.  This competition causes the noise level in the room to rise – this is called “the café effect”
.

We believe that the café effect is a sociological manifestation of the Lombard effect, thus if we can control the Lombard effect of the individual we can control the café effect occurring in the classroom.  This connection between the Lombard and Café effects was suggested to us through personal communication with David Lubman, and his paper (Lubman & Sutherland, 2002). 

The Integration Time of Speech

For a listener in a reverberant space, there is a point in time after the arrival of direct sound where reflections begin to become less than 100% useful for speech intelligibility.  This time delay we have termed “The Integration Time of Speech”.  It is the threshold which divides fully useful and partially detrimental sound energy.  For adults, this point has variously been found to be between 40 and 70 milliseconds depending on the type of experiment to measure it (Henry, 1851; Miller, 1948; Haas, 1972; Whitlock, 2001), but for design purposes it is generally taken as being 50 milliseconds.

We hypothesise that this value is smaller for children as their limited understanding of language and immature hearing system physiology mean that they can only ‘decode’ smaller segments of speech at a time.  This means that the classroom must be designed to have less reverberation than is required for adult speech intelligibility – a need which, as discussed previously, is beginning to be realised.

Early Reflections

The acoustic parameter of room design which impacts directly on integration time are early reflections.  The number and strength of reflections which are received by a listener within the integration time, are maximized using reflectors and absorbers, thereby enhancing speech intelligibility.  Absorbers can be used to cover surfaces far from the speech source so that reflections with long path lengths are minimised, whereas reflectors could be placed close to the speech source to promote early reflections.  Of course, one of the challenges with a primary school classroom is that the teacher may address the class from a variety of positions depending on the teaching style, so the positioning of reflectors must satisfy – or at least equally help – all potential source positions.

Once a value for the integration time of speech for children is established, limits on the geometry of the classroom and the possibility of adding reflectors can be investigated.

Proposed Experiments and Hypotheses
We feel that the two matters of potentially great significance for classroom acoustics which have not been adequately addressed in the past are the Lombard Effect and the integration time of speech for children.  Therefore we proposed conducting experiments on each of these phenomena to establish, if possible, criteria for optimum speech intelligibility for children.

Lombard Effect experiment

The methodology of this experiment was to get child subjects to read simple passages of text whilst subjecting them to a range of masking noise levels.  We proposed using broad band white noise as the masking noise, (as used in Pick et al., (1989) and (nominally) in Lombard (1911)) delivered to the subjects via headphones.  A sound level meter measured the vocal output of the subject as they read in various levels of background masking noise.  The resulting vocal intensity vs. background noise data would identify the background noise level at which the Lombard reflex begins to occur.  This then will set an upper limit for activity noise in the classroom such that if the noise is kept below this level, the café effect will be avoided.

Integration Time of Speech experiment

The major outcome of this experiment was hoped to be evidence of a difference between the integration times of children compared with adults.  Due to the fact that we wished to use speech as the source material, we needed to ensure that the content of the speech was not too difficult for children to understand, so that reduction in intelligibility would be linked to the experimental variables rather than difficulty with the lexical content or syntactical form.

Previous work on integration time has been varied in purpose and methodology but none provided a suitable experiment which could be adopted for our purposes with children.  Therefore we proposed to use a technique we are calling “reversed segmented speech”, based on work by Saberi & Perrott (1999).  The test sentence material in this technique contains very simple words, and it is a technique which we have experience in using on adults (Whitlock, 2001), and which would therefore provide a simple comparison of child and adult data.

Hypotheses

We hypothesised that the outcomes of the two experiments described above would show that:

· Children display a substantial Lombard effect in the presence of background noise, greater than that of adults.

· There is a particular level of masking noise where the Lombard effect starts to occur, indicating an ‘activation’ level for the raising of the voice.

· Children have a lower integration time of speech than adults.  We hypothesise a value of around 30 milliseconds compared with 50 ms for adults.

Experimentation

The experiments were designed to look at thresholds for the Lombard Effect and Integration time of speech for children.
Subjects

A group of 18 children between the ages of 7 and 9 years old were selected to take part in the experimentation. The reason for the chosen age range was to have subjects who would still have ‘immature’ hearing systems in terms of physiological development (full physiological maturity occurs around early teenage years) and therefore relevant to the aim of the research yet they would be old enough to behave with self-control during the experiments. Also we required children with sufficiently advanced reading skills that they would feel comfortable reading an unfamiliar text, unaided.

Subjects were mainly pupils from two local primary schools. One of the schools was a single-sex school for boys only, so to have a sex balanced group only girls were invited from the other. The principals of each school were approached and asked (as per Human Subject Ethics Committee protocol) to read an information sheet about the proposed experiments and sign a consent form giving permission for the experimenter to use their students in the project.  The principals then distributed ‘Information packs’ to suitable candidates.  The criteria for candidacy were:

· Students must be normally hearing;

· They must have no history of ear infection or middle ear disorder (such as glue ear);

· They preferably have a reading age at or above their chronological age;

experimental setup

The tests were performed in the Acoustic Research Centre’s Anechoic Chamber at the University of Auckland (http://www.acoustics.auckland.ac.nz) with a particle board floor installed for stability of the apparatus and subjects’ seat.  The subjects were seated at the approximate centre of the chamber with a pair of loudspeakers on a stand at a distance of 1.5 metres in front of them, at ear-height, and a pre-polarized ½” Microphone (Brüel & Kjær type 4189) at a distance of 2 metres in front of them, at ear-height. 
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Figure 2: Diagram of experimental setup, showing
Figure 3: Photograph of experimental set up in Anechoic distances from microphone and loudspeakers
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and experimenter’s apparatus.

experimental procedure

Audiogram - This was performed using the Interacoustics AC3 audiometer to test hearing acuity in octaves from 125Hz to 6kHz 
.  The subject wore insert earphones which were inserted by the experimenter to ensure a consistent fit between subjects.  Ease of communication between the experimenter and subject was maintained by the audiometer’s talk-through loop and a lapel-microphone.  The procedure was carried out using the Modified Hewson-Westlake Test and any subjects whose audiograms displayed that they had a hearing loss of any greater than 20dB HL at any of the test frequencies were dismissed.
Lombard Effect experiment - For this test the subjects were asked to read out loud a story from a book supplied by the experimenter. Broadband masking noise generated by the Interacoustics Audiometer used in the Audiogram test was delivered to them via the insert earphones at a range of levels. The spectrum of the masking noise is shown in Figure 4 below.  
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Figure 4: Masking noise spectrum for Lombard experiment, including insert earphone attenuation characteristics.

The subjects were instructed to try to ignore the noise and keep reading as smoothly as they could and their speech level was recorded using a microphone (Brüel & Kjær type 4189) placed at approximately 2 metres from their mouth and analysed with a Brüel & Kjær type 2260 Sound Level Meter.  The reading material was a selection of school journals and progressive reading courses for children based on the approximate age of the subject.  Before commencement each subject was asked to scan the first few pages of the material given to them to check that they felt comfortable with reading it where necessary, an easier book was selected.  They were told that the test was not a reading test and they would not be judged on their comprehension, rather the material was just a way to encourage them to speak continuously for the duration of the test.

They were then given a sample of the masking noise which would be used as the masking signal in the test, and asked whether the loudest proposed level of noise (88 dB(A)) felt comfortable to them.  If subjects experienced discomfort at this noise level, a lower noise level at which they felt comfortable was used as the maximum. All subjects were instructed to alert the experimenter if they experienced discomfort at any time, and a short break would be taken, or the experiment concluded.

The experiment began with a noise level of 4 dB(A).  The A-weighted speech level (LAeq) of the subject was measured over 20 second intervals, and the level of masking noise was increased after every measurement.  The measurement period of 20 seconds was shorter than would have been ideal, but chosen as producing a total duration which was not likely to cause fatigue or loss of concentration in the subjects. However it was observed that the resulting 45 minute to 1 hour testing period was sometimes a little too long for some subjects to maintain concentration. 

For the first of the two 20 second periods, the level of noise was 4 dB(A), This was so low to obtain an average of their voice level unaffected by the Lombard Reflex.  The noise level was then raised to 15 dB(A) followed by 25 dB(A), and then by increments of around 5 dB(A) to a maximum of 88 dB(A) (or the maximum comfortable level as expressed by the subject prior to the test).

The noise was then reduced to the initial level of 4 dB(A) to test for (what we have termed) “Lombard residue” whereby the subjects’ resting voice level is temporarily higher than before exposure to noise, as they have become accustomed to speaking loudly.  Finally the subjects were asked to remove the earphones and read for a further 20 seconds.
  Since the Lombard effect is the result of the subjects’ mouth-to-ear airborne sound path being affected by noise, it was useful to look at the effect which the insertion of earphones had on the subjects’ speech, as any attenuation provided by them would also impede the mouth-to-ear sound path. 

Integration Time of Speech experiment - This test involved the subjects listening to a series of simple sentences which had been digitally segmented and reversed to provide a range of segmentation times. The effect of this was that some were more intelligible than others.  Subjects were asked to repeat any words they heard, or if possible, the whole sentence.  The sentences and the segmentation procedure used were identical to those in Whitlock, 2001, whereby the sentence material was obtained from the BKB/A word lists spoken in Australian English, in .wav file format, and processed using a MATLAB program.

Each sentence was altered by being digitally ‘chopped up’ into segments and each of these segments was then locally reversed, so while the segments maintained their original order, the speech information was all totally reversed.  The sentences with a long segment length have longer periods of reversed speech at a time, and are therefore more difficult to understand, whereas the speech information in the sentences with the shorter reversed segments can be more easily interpreted.  A simple analogy for the integration by the ear allowing intelligibility with segmentation time equals the integration time as noted by George Dodd, (Dodd, 2003) is:

1 + 2 + 3 + 4 = 10, just as 4 + 3 + 2 + 1 =10.

In both cases the sum is the same regardless of the order of the terms.

The integration time of the subject is determined by identifying the segment length at which speech intelligibility begins to decline. Whitlock (2001) showed that when using this technique with adults, the integration time of speech was found to be around 50 ms, that is, the point at which speech intelligibility (as averaged over all subjects) dropped below 99%.

The experiment was conducted identically to that performed with adults in Whitlock (2001).  Loudspeakers were placed at a distance of 1.5 metres in front the subject at ear-height, and connected to a laptop computer on which the test sentences were stored and played using the onboard soundcard.  The sound output level of the computer and loudspeakers was set so that the speech level at the subjects’ ears was 67 dB.  First some example sentences were given to the subjects, and it was demonstrated how the same sentence can vary from totally unintelligible to completely intelligible by changing the segment length.  This was done in order that they had some familiarity with how the reversed sentences sounded so the first few sentences of the test were not affected by a period of adaptation or confusion. (The example sentences were different sentences from those used in the experiment).

There were 16 sentences used in the experiment.  For the purpose of scoring intelligibility, each sentence was divided into phonemes.  The same phoneme division was used as in Whitlock (2001), and it should be noted that the experimenter does not have experience the fundaments of speech and language research, so if scrutinised there could be controversy over the individual phonemes.  However we believe that phonemic division is not a strict science, and emphasize that the phoneme allocation in this research is consistent with that of Whitlock (2001).    

The 16 test sentences were then delivered to the subjects and their responses recorded and scored accordingly.  The following is an excerpt from Whitlock (2001) which explains the intelligibility scoring method: 

“The sentences were scored by judging the number of correct phonemes in a response, and expressing this as a percentage value. Exceptions to this scoring method were introduced in cases where subjects added a phoneme rather than missing it out e.g. replying ‘the’ instead of ’a’. In Australian English, the vowel sound in both these words is quite similar, thus when scoring, one could not distinguish them phonetically, but if ‘the’ was substituted by the subject for ‘a’ it was decided that a phoneme point should be deducted from the score to reflect the imperfect response.

Some examples: The following sentence is divided up into its phonemes, each phoneme separated by ‘/’.

He  /  lo/s/t  /  hi/s  /  ha/t  

… the correct sentence, has 8 phonemes.

Some possible subject responses are suggested below, with the corresponding scores:

She  /  lo/s/t  /  he/r  /  ha/t
… has ‘lost’ and ‘hat’ correct (5 phonemes), but ‘she’ and ‘her’ are wrong. This gives 5 out of 8 and 63% intelligibility.

Th/e  /  po/s/t  /  i/s  /  b/la/ck
… is scored as following: 1 for each of  ‘s’ and ‘t’ in ‘post’, 1 for the ‘s’ in ‘is’, giving a score of 3. However the 2-phoneme word ‘hat’ was guessed as a 3-phoneme word ‘black’, and the 1-phoneme word ‘He’ was guessed as the 2-phoneme word ‘The’, thus 2 is deducted for adding phonemes, giving 1 out of 8 and 13% intelligibility.”

Results and Discussion

In total, 18 subjects were tested - 9 girls and 9 boys. Their ages ranged from 7 years, 0 months to 9 years, 9 months with the average age being 8 years, 5 months.  No subject included in the experiment had hearing loss of greater than 20dB HL, so could be considered normally hearing.  In order to maintain subject confidentiality, any reference to a particular subject will be made using an indicator such as M3 or F7.  M3 refers to the third male subject tested, and F7 refers to the seventh female tested.

In addition to analysis by the experimenter, the data was subjected to statistical processing (Upsdell, (2003a), (2003b)) to establish the level of significance of the observations.  These results will be referred below as the ‘statistical analysis’.
Lombard Effect experiment

The data acquired in this experiment was in the form of SPLs (sound pressure levels) of the subject’s voice measured at a distance of two metres as a 20 second Leq.  These levels were converted to SPLs at 1 metre (as this is a more conventional measure) using Equation 1 below. The number in the brackets is the ratio of the two distances.
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The results of the experiment, averaged over all subjects are given in Table 1 and in Figure 5 below.

Masking Noise Level
Subject Speech Level

(dB(A))
(dB(A) @ 1m)

4
53.3

4
53.5

15
52.9

25
54.2

30
54.4

36
55.5

41
56.5

46
57.3

51
58.0

56
58.7

62
59.8

67
60.4

72
62.4

77
63.1

82
64.9

88
66.8




4
55.2

No Earphones
53.2

Table 1: Table of Lombard experiment results
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Figure 5: Graph of Lombard experiment results
All of the speech level data given above are the absolute sound pressure levels, which is important in so much as they enable comparisons with measured classroom environments, but to obtain pure data on the Lombard effect itself, the rise in each subject’s speech level should be analysed rather than the absolute level which varies between subjects.  

To obtain this data, the ‘resting speech level’ was obtained by averaging the speech levels obtained in the first two measurement periods, with a masking noise level of 4 dB (essentially no noise), which was 53.4 dB(A) (see Table 1).  The increase in speech level was then calculated by subtracting the resting level from each of the other measurement points.

This vocal increase data is shown below in Figure 6:
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Figure 6: Graph of increase in speech level with respect to resting speech level of 53.4 dB(A).

These results show a strong Lombard effect and a consistent rise in speech level for masking noise above 15 dB(A).

For levels of masking noise between 15 and 88 dB(A), there was a 13.9 dB(A) Lombard effect on average.  This is significantly higher than measured in previous experiments (Pick, Siegel et al., 1989), who found the increase did not exceed 6 dB(A) for adults when in 90 dB(A) noise.  It is difficult to define whether this marked difference is due solely to the differences between adults and children or whether dissimilarities in measurement conditions may have contributed.  However, as both experiments were conducted in a “sound treated room” with white noise from an audiometer as the masking noise, it is probably evidence that children are more susceptible to the Lombard effect than adults. 

Between 4 and 15 dB(A) masking noise, there was a slight decrease of around 0.5 dB(A).  This may have been due to the subjects overcoming the initial effect of the earphones which may have resulted in a slight increase in voice level, however this is unlikely, as they also wore the earphones for the audiogram prior to this experiment, and would therefore have been wearing them for around 5 minutes.  The individual subject data shows that this slight decrease was a general trend for most subjects and not the result of a large change in one particular subject influencing the average value.

The increase in level is approximately linear, but in detail there are 2 regions

1. Between 15 and 67 dB(A) where there is a 0.14 dB(A) increase in speech level per dB(A) of masking noise.

2. between 67 and 88 dB(A) masking noise, where the speech level increases 0.30 dB(A) per dB(A) of  masking noise.

When treated as linear the increase of 13.9 dB(A) in speech level over a 73 dB(A) masking noise range gives a slope where speech level rises 0.19 dB(A) per dB(A) increase in noise, or conversely, an increase in masking noise of around 5.3 dB(A) is required to elicit a 1 dB(A) increase in subject speech level

Generally speaking, the human auditory system does not consciously detect a rise in level of less than 3 dB, so a rise in activity noise level of 3 dB would not be expected to result in a conscious Lombard effect.  It is therefore interesting to note that a 1 dB(A) increase in speech level is sufficient to counter the effect of a 5 dB(A) increase in noise level and indicates that the effect is largely unconscious and automatic.

Equation 3 was derived to predict classroom activity noise once the slope of the Lombard effect is known.

Let base voice level be B dB(A)

Let the number of children speaking be N
Let the starting level for the Lombard effect be S dB(A)

Let the Lombard Effect be L dB/dB

If the final level is F dB(A) with N children, then:
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Assuming a classroom containing 30 students, in which activity noise is the only source of background noise, if we were to consider a group work activity in which the students were working in pairs, and only one of the pair was talking at any one time, there would be 15 students generating the activity noise.  If each student were speaking at the average resting level of 53.4 dB(A), then:
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When room effects are considered (as measurements were made in anechoic conditions), a correction of -3 dB is required, because if the measurements were made a classroom environment the microphone would have been in the reverberant field.  This then gives a prediction of around 74 dB(A).

 These values correlate remarkably with the 72 dB(A), 73 dB(A) and 77 dB(A) activity noise levels measured in Shield & Dockrell (2003), Whitlock (2003) and MacKenzie (1999 – cited in Wilson et al., 2002) respectively.  We feel therefore that this may be a valid model for classroom activity noise.
Statistical analysis showed no significant effect due to gender or age of the subjects, although there was some data to suggest that the older subjects could tolerate slightly higher masking levels before raising their voice, but this effect was not significant.

The nature of the reading material provided to the subjects, is a possible influence on the data, for instance, the first story of the school journal included dialogue where a character became excited. This prompted some of the subjects to adopt the excited tone and read these louder than the other text. For this reason we suggest that future research on this topic uses normalised reading material.

It was observed that the level of concentration required for the subject to read the material may have also contributed to the ability to overcome the Lombard effect.  This was particularly noticed in testing the youngest subject M4, for whom the reading material was challenging and he had to concentrate hard to articulate some of the words in the story.  He showed a Lombard effect of only 5.8 dB(A) which might suggest that heightened concentration on articulation of written material helps to counter the Lombard effect.  

Over the 15 to 88 dB(A) masking noise level, the variation of the size of the Lombard effect among the subjects ranged from 4.2 dB(A) for subject M6 to 20.8 dB(A) for subject M3.  Four of the subjects displayed a Lombard effect of less than 6 dB(A). It would be interesting to identify in future research if this variation is a stable feature of children or if it depends on mood, maturity of hearing, physiology etc.

The last two data points in Table 1 were used as a form of control in the experiment.  The second to last point, a masking noise level of 4 dB, was presented to the subject directly after the loudest masking noise level to gauge a change in speech level modulus i.e. the persistence of speaking loudly even though the masking noise is removed. Comparing this level to the average of the first two presentations of 4 dB(A) showed that the modulus was found to increase by 1.8 dB(A) on average.  This is a comparable value to that measured with naïve adult subjects by Pick et al. (1989), suggesting the effect of the Lombard effect on speech modulus is not significantly different between children and adults, however there is insufficient data to support this observation.

The difference between the last two data points represented the Lombard effect created by the insertion of the insert earphones (as any occlusion of the airborne feedback loop of an individual will facilitate a Lombard reflex).  This was found to be around 2 dB(A).  The effect of occluding the ears in noisier (non-anechoic) surroundings however, would reduce the background noise thereby reducing the Lombard effect of the individual.  Further research is needed to quantify the effects of occlusion in varying noise conditions.

The resting speech levels also varied considerably between subjects – from 44.2 dB(A) for subject F8 to 63.3 dB(A) for subject M9, as did the maximum speech level – from 55.5 dB(A) for subject M4 to 75.1 dB(A) for subject M1.  For the subjects with the extreme voice levels, their evidence appears to connect resting speech level and maximum speech level, in that 2 of the 3 subjects who had the highest resting speech level also had the highest maximum speech level, and similarly the 3 lowest scores in resting and maximum speech levels were included 2 of the same subjects.  The lack of correlation in the data of the remaining subjects does not appear to support the connection but the statistical analysis showed a significant linear effect between resting level and speech level.  It also supports the adjustment of the measured speech levels for resting level as, according to the statistical report “it will help to explain a lot of the variation in the data.”

With regard to the existence of an ‘activation level’ i.e. the masking noise level at which the Lombard reflex begins to take effect, the data suggests this point occurs at a masking level of around 15 dB(A), and statistical analysis confirmed this with a value of 14.9 dB(A) (with a standard error of 2.8 and an upper 95% confidence interval of 22.1 dB(A)).  

This is lower than might be expected, and suggests that the Lombard effect exists to some degree for practically all background levels, as it would be rare for an interior space to have even an unoccupied noise level this low. Therefore a method of controlling the café effect is required for classrooms.

Implications for Classroom Design 

The NZCRG, and the Australian / New Zealand joint standard on acoustics of teaching spaces recommend an unoccupied background level of 35 dB(A) and we feel our findings can add potency to this value, as it should ensure a negligible café effect due to intrusive noise.

A suitable way of controlling the activity noise in the classroom would be to implement a ‘warning system’ of some kind to alert the children when they begin to create too much noise.

This role is traditionally left to the teacher of the class, but maintaining quiet, or trying to speak above classroom noise can be very taxing on teachers.  Wilson et al. (2002) found in a survey of 120 teachers, that 33% said they always or often had to elevate their voices to be heard, and Sapienza et al. (1999) (cited in Wilson et al., 2002) reported that 80% of teachers experienced vocal fatigue compared with 5% of the general population.

The device used in the study by Hygge et al. (Hygge, Boman & Enmarker, In Press) in the classroom, which is mounted on the wall and gives warning light indicators for when activity noise becomes too loud is an obvious approach.  The price of the device used in that study (a Brüel and Kjær SoundEar 2000 (Brüel & Kjær, 2003)) was  NZ$1598, however this device is not ideal because of a) it’s expense, and b) adjustment to change the warning level (which is rated in dB) may be too complex for a person with little experience in acoustics.  A device whose warning level was categorised by activity type rather than decibel level, and which could be changed via remote control or wall panel would be preferable.

From Figure 6 we can see that a background noise of around 40 dB(A) is required to elicit a 3 dB(A) (subjectively undetectable) rise in subject voice level, so we believe this is a suitable warning level setting for quiet activities as there should be no significant presence of the Lombard Effect.  The warning setting for louder activities will depend more on the preferences of the teacher, but we suggest a level around 60 – 65 dB(A) would be suitable.

The long term benefit of a device such as this could go beyond the suppression of activity noise in the classroom.  It may help to develop the children’s awareness of how their actions influence the acoustic environment, and the consequent important ramifications of this.  This should continue into later life, and a so greater awareness of noise and its impact on society will result amongst the population in general, as they will have learnt the basic skills from early childhood. 

Integration Time of Speech experiment

The data obtained in this experiment were speech intelligibility percentage scores for each of the 16 reversed-segmented sentences, as described in the experimental procedure section. The data obtained in this experiment are compared with the results from adults (Whitlock, 2001) using the same procedure

The results of the experiment, and the adult comparison are given in Table 2 and Figure 7 below.

Segmentation Length (ms)
Speech Intelligibility


Children
Adults

20
100%
100%

30
99%
100%

40
97%
99%

50
93%
99%

60
87%
95%

70
61%
82%

80
64%
82%

90
30%
46%

100
38%
47%

110
16%
27%

120
11%
32%

140
4%
10%

160
3%
26%

180
3%
1%

200
3%
4%

220
2%
1%

Table 2: Comparison of child and adult speech intelligibility data.
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Figure 7: Graphical comparison of child and adult speech intelligibility data.

These results show that in all cases for children 100% intelligibility was only obtained up to a segmentation length of 20 milliseconds. However we have defined the integration time of speech as the segmentation length at which intelligibility drops below 99%.  From Figure 7, it is clear that the integration time of speech for these children is approx. 35 milliseconds. The detailed statistical analysis identified the integration time to be 31.9 milliseconds for the averaged data.

These values are significantly less than the results obtained for anechoic testing of adults with an identical testing regime (Whitlock (2001) which yielded a value of around 50 milliseconds for integration time of speech, suggesting that 7-9 year old children have an integration time of about 70% of the adult value. 

The adult speech intelligibility is equal to or higher than that of children at virtually every point (except 180 and 220 milliseconds, where the child data is marginally higher).  In order to assess the significance of the difference between the adult and child findings and to generalise the findings to the population beyond the test group a statistical analysis was undertaken by a specialist in biometrics.  Unfortunately, due to a computer hardware theft, the individual adult data was lost.  The statistical analysis was therefore performed on the averaged adult data only.

The comparison between children and adults in the statistical analysis used a model with normal error distribution and a logit link to restrain the fitted curve to lie between 0 and 100%.  Also since in this analysis the data from both the adults and children were used, “some information about the general shape of the child curve was gained from the adult curve”.  Hence, the 98% intelligibility values for children and adults of 32.4 and 41.0 milliseconds respectively differ from the values mentioned above, and the difference between the fitted curves was 8 milliseconds.  This suggests – if the processing assumptions are appropriate that the child integration time is nearer 79% of the adult value rather than the 70% suggested by the unprocessed data.

The analysis also showed there was no significant effect of gender or age and despite some outlying points, each individual child and each sentence had similar response patterns.

Figure 7 shows that although the curves show the expected trend, they are not smooth above 60 milliseconds.  The adult curve in particular shows noticeable peaks at 80, 100, 120 and 160 milliseconds.  The peak at 160 milliseconds in particular deviates significant from the trend of the data, and it was subsequently omitted from the statistical analysis as an outlier.  The peaks at 80 and 100 milliseconds are particularly interesting, as they appear in the child curve also.  This behaviour could be related to the segment length matching the phoneme or syllable lengths in the sentences, meaning that upon reversal of the segments, complete phonemes would be reversed, and hence additional transients between consonants and vowels may be reduced in number making the sentences less ‘garbled’.

The actual speech rate of the sentences used is not stated by the producers of the BKB recordings but measurements by Whitlock (2001) indicate a speech rate of 2.5 syllables per second, which is slower than the typical 4 to 4½ syllables per second in normal speech.  Pinker (1994) refers to casual speech as having 10 – 15 phonemes per second, and thus the syllable frequency in the sentences suggests a speech rate of 6.3 – 9.4 phonemes per second, or phoneme lengths of between 107 and 160 ms, which essentially encompasses the range over which the peaks in the adult curve occur.  Further experiments with material at different speech rates are needed to confirm this hypothesis or to point to the need for a different explanation.

Implications for Classroom Design

The implications of the integration time of speech for classroom design are predominantly with regard to reverberation time and the timing of early reflections.  A room with a long reverberation time will cause individual phonemes to become masked by the persistence of previous phonemes and intelligibility will be degraded.  If the time period over which reflections occur is reduced such that reflections only occur within the integration time of speech (i.e. early reflections), then intelligibility will be aided because of the increased loudness.

A room with a low RT will have less unwanted reverberative sound energy (i.e. occurring outside the integration time) so an underlying design feature of a classroom should therefore be a low reverberation time – around 0.4 seconds as suggested in the work of Neuman & Hochberg (1983), Bradley & Picard (2001) and Wilson et al. (2002).  This then provides a ‘neutral basis’ upon which the acoustical environment can be developed by way of ‘harnessing’ early reflections.

There is evidence that low RT also suppresses child activity noise.  Whitlock (2003) recorded a reduction in day-long class activity noise of 6 dB(A) in a classroom after installation of acoustic ceiling tiles reduced the RT by 16% (0.62 – 0.52 secs).  A low RT therefore also addresses the café effect as well as integration time.

An integration time of 35 ms corresponds to a distance travelled by the sound wave of approx 12 metres.  This therefore is the maximum path length difference for any receiver between a direct sound and the last desirable reflection, and the classroom geometry needs to be constrained accordingly.

If the physical size of the classroom cannot be such that the boundary surfaces (i.e. walls and ceilings) provide these desired early reflections, there is the potential to add reflectors to enhance these, as well as absorbers to reduce the late energy.  The placement of these will depend on the activity or teaching style used. For instance:

· For group work where children in groups need to hear one another, an array of reflectors could be placed above their work space, similar in nature to overhead reflectors placed above the stage in concert halls to allow performers to better hear themselves.

· For styles where the teacher is addressing the class from the front of the room (didactic and mat-work), a possible problem may occur from late sound arriving from reflections off the back wall (if it is sufficiently far away), therefore reflection absorbing material could be placed on this surface.   

New classroom designs can be investigated - and (where necessary) modified - based on the 12 metre criterion using ray-tracing. This technique is implemented most effectively once the classroom size shape has been established, as this removes the need for complicated prediction modelling for all possible classroom sizes and shapes, and each case can be assessed easily and if there are likely to be problems with late sound, the implementation of reflectors and absorbers (rather than constraining the room size itself) may be utilised.  Ray tracing software programs are available for doing this once a CAD version of a design is available e.g. Odeon (http://www.dat.dtu.dk/~odeon/).

Some simple ray-tracing examples are shown below, for a hypothetical square classroom with dimensions of 8 x 8 x 3 metres (similar in volume to a typical New Zealand relocatable classroom, but dimensions are non-typical) in which there is no furniture and all surfaces are non-diffuse.  The worst-case scenario in terms of path length difference has been used, whereby both the speaker and receiver are in the same position in the room.
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Figure 8: Example of ray-tracing of first order reflection with source and receiver in centre of room
Figure 8 models the speaker and receiver being in the centre of the room at a height of approx. 1.2 metres (a typical height of a person whilst seated).  The direct sound is received instantaneously by the receiver because of the negligible distance from the speaker, but the first order reflection is received after travelling a distance of 8 metres (4 metres to and from the wall).  This distance is less than the critical 12 metres, so reflected sound via this path will arrive within the receiver’s 35 millisecond integration time of speech.  Only one ray has been shown, but a similar path will be travelled by rays in other directions, including upwards and downwards (off the ceiling and floor), so there will be 6 useful first order reflections in this case. 
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Figure 9: Example of ray-tracing of first order reflection with source and receiver off-centre.

Figure 9 shows another first order reflection example where the speaker and receiver are not in the centre of the room, but moved closer to one corner.  In this scenario, the path length differences for the rays travelling to the two farthest walls are 14 metres (7 metres to and from the wall), which is outside the 12 metre limit.  Early reflections will still be received of all other surfaces (floor, ceiling and two walls behind speaker), however simply by changing the speaker/receiver position the number is reduced from 6 (as in Figure 8) to four.  The two unwanted paths therefore ideally need to be removed by adding reflectors at distances of at least 6 metres so the path lengths are reduced to less than 12 metres.  Absorption should also be placed on the two farthest walls to reduce the strength of those unwanted reflections.  If we were also modelling second order reflections, additional absorption would be placed on the wall of the far (bottom right-hand) corner of the room as it is clear that the diagonal path down between the two reflectors will result in a very long path distance. 

[image: image17.png]Plan

35m 05m|

E———

Section

7

55m 0S|
—_—tm ———
Direct sound

— First orderreflection

—— Second order reflection

— Reflector

e Absorber

First order reflection if no treatment

Second order reflection if no treatment

Al
1





Figure 10: Example of ray-tracing of second order reflection with source and receiver in centre of room.

Figure 10 shows an example of a simplified second order reflection scenario.  The distance to the nearest wall is 4 metres and the dotted paths show the path if no treatment is added.  In the case of the plan diagram, this would result in a path length of around 14 metres, so reflectors must be added at a distance of 3.5 metres to ensure a maximum of 12 metre path length.  Absorbers should also be placed on the walls.

The potential complexity of predictive modelling in this way is clear, bearing in mind only one or two paths were modelled in each case above.  In practice, every path must be accounted for, and for higher order reflections this may result in large numbers of paths, particularly when scattering by surfaces is considered.  Moreover, only one receiver position has been considered – including more would complicate the model further as some reflections would be desirable for some receiver positions and not for others.  Other complications include the variety of classroom dimensions, furniture and the inability to add absorption to walls because of the predominance of glazing, and the use of walls as pin-up areas.

For these reasons we suggest that this acoustical analysis be carried out once the classroom dimensions are known.  Ray-tracing or computer modelling (using prediction software such as Odeon) may then be implemented to design reflectors or absorbers (if practicable).  It is likely that only first and second order reflections need be taken in to considerations, because if the classroom has a sufficiently low reverberation time (as suggested), higher order reflections are not likely to be strong enough so as to degrade intelligibility of speech significantly. However, further research is needed to gather data to establish the relative value – or conversely the disruptive effects – of longer delayed, lower level reflections.

Conclusions

Experiments have been successfully carried out and shown to support two of the hypotheses outlined at the beginning of this study, which were:

· Children readily display the Lombard effect in the presence of background noise.

· Children have a lower integration time of speech than adults. 

Support for the remaining hypothesis concerning an ‘activation’ level for the Lombard effect was less clear.  The subjects did indeed display a substantial Lombard effect for background levels of 15 dB(A) and above.  Below this masking noise value there was a slight decrease in speech level, which could have been due to becoming accustomed to the insert earphones but nonetheless, the Lombard effect becomes apparent at 15 dB(A) which may be seen as an activation level, albeit a value lower than might be expected.  The Lombard effect is prompted by background noise reducing a person’s ability to hear their own voice and we would not expect levels as low as 15 dB(A) to do so.  The Lombard effect for noise levels around 40 dB(A) showed a speech level rise of 3 dB(A) which is subjectively imperceptible, so this value can be seen as an activation level of a significant Lombard effect. 

Applying these results to the classroom situation allows us to see that eradicating the café effect by keeping activity noise below the hypothetical Lombard activation level is impractical, and control of the café effect should rather be the focus.  We have suggested the adoption of a device to provide the students with immediate and constant feedback of the amount of activity noise they are producing.  The activation levels of such a device will depend on the preferences of the teacher, and the classroom activity being conducted, but based on the findings of the experiment, we suggest warning levels to be set at around 40 dB(A) for quiet activities and 60 dB(A) for louder activities such as group work.

We have established a prediction model for the activity noise in a classroom based on the number of speakers, their speech level and the Lombard effect, the results of which correlate very well with measured data.  For a class of 30 pupils working in groups of 2 (i.e. 15 students talking) this predicts a final level in the room (RT = 0.6s, volume = 200m3) of 75 dB(A), which matches the recorded levels in Shields & Dockrell (2003), Whitlock (2003) and MacKenzie (1999 – cited in Wilson et al., 2002).

We suggest that further research be conducted on the Lombard effect using various types of masking noises, and in different test rooms. This is because our results are for a quiet anechoic chamber and this may have allowed lower level noises to be more distracting.

A novel integration time of speech experiment using reverse segmented sentences has confirmed the hypothesis that children have a substantially lower integration time than adults.  A value of 35 milliseconds was measured, compared with 50 milliseconds for adults, measured using an identical technique by Whitlock (2001).  This has implications for classroom design as the critical period for early reflections is 35 ms rather than the conventional 50 ms, and the geometry and surface treatment of the classroom should be designed such that the path length difference between direct sound and second order reflections should be no greater than 12 metres. 

Due to the variety of teaching styles in use in primary school classrooms, several different speaker and receiver configurations need to be considered and modelled.  However, the most common teaching style used at present is group work, and reflectors could be placed above each group (or rather, there be designated group work areas in the class, above which reflectors are placed) so that the speech from that group is strengthened locally by these reflectors – a similar concept to overhead reflectors positioned above the stage in concert halls.

We suggest that performing these same experiments on hearing impaired children is essential for future research since hearing impaired students are mainstreamed in this country and the needs of these students must be provided for.  It is for this reason that the NZCRG supported the provision of FM aids for all hearing impaired children.  Designing classrooms for their more critical speech intelligibility needs will improve things for normally hearing children as well. 

In conclusion, we feel that this research has allowed us to confirm a number of hypotheses in relation to children’s psychoacoustic responses, and highlighted the differences between the speech intelligibility capabilities of children and adults.  In conjunction with the findings and suggested criteria in other research in this area, we can take a step closer to designing an optimum acoustic environment for primary school children, such that their speech intelligibility is maximised, which is a clear prerequisite if their full learning potential is to be realised.
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Glossary of Terms

Café Effect
A phenomenon whereby the background noise in a room rises as a result of the occupants raising their speaking level to compete with the ever increasing background level. This occurs most obviously during group work activities – which make up approx. 38% of primary school teaching styles.

dB(A)
The human ear does not hear all frequencies with the same intensity. It is most sensitive to sounds in the 500Hz-8kHz range. Above and below this range the ear becomes progressively less sensitive. To compensate for this, sound level meters incorporate electronic filtering to correspond with the varying sensitivity of the ear. This filtering is called A-weighting and Sound Pressure Levels obtained with this weighting are referred to as A-weighted.

Integration Time
A result of the physiology of the human hearing system is that it allows sounds within a certain time window to be interpreted as one sound. This time window is referred to as the integration time. For speech, reflections received outside the integration time (generally 50 ms for adults) will be to some degree destructive for listener’s intelligibility.

Leq
Equivalent sound pressure level - the steady sound level that, over a specified period of time, would produce the same energy equivalence as the fluctuating sound level actually occurring.

Reverse Lombard Effect
This is a term used by U.S researchers to describe the Café Effect. The Lombard Effect itself is the psychoacoustical phenomenon whereby an interfering noise can cause a speaker to experience difficulty in maintaining his/her speech. We feel that the term Lombard Effect should also include the secondary reaction of a speaker to background noise, which is to raise their voice level accordingly. It is this effect which gives rise to the café effect.

Reverberation Time (RT)
A measure of the time taken for sound to die away in a space. Measured in seconds, it is defined as the time taken for a loud impulsive sound to decay by 60 decibels.

Signal-to-Noise Ratio
This is the sound level difference between a desired signal (the teacher’s voice, or the voice of a fellow student) and the background noise (any noise which can mask the signal such that it is not understood by the listener). In most classroom acoustics research the noise is taken to be intrusive noise from outside or from air conditioning systems. (NB: We argue that the most prevalent source of speech interfering noise is from the students themselves!)

SPL (Sound Pressure Level)
Given in decibels (dB), this is an expression of the strength of sound. It is defined as:
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 Pascals, which is the threshold of hearing.  A 10 dB increase in SPL represents a doubling in volume. 



















































































































� There have been some inconsistencies throughout the years as to the definitions of “the café effect” and “the cocktail party effect”, and the two are often confused. The convention followed in this paper (which is generally adopted outside the U.S.) is that the café effect describes the phenomenon whereby the background noise in a room rises as a result of the occupants raising their speaking level to compete with the ever increasing background level, whereas “the cocktail party effect” describes the physiological ability for an occupant in a room to selectively ‘tune in’ to another speaker’s voice over the background level, even if that speaker is not in the immediate vicinity. 


� The frequencies tested in the audiograms were 125Hz, 250Hz, 500Hz, 1kHz, 2kHz, 4kHz and 6kHz. 


� The resulting noise levels presented to the subject were 4, 4, 15, 25, 30, 36, 41, 46, 51, 56, 62, 67, 72, 77, 82, 88 and 4 dB(A) respectively followed by a measurement with the earphones removed.
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